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CHAPTER ONE

The Dangers of
Rogue Al

In 1968 moviegoers got a terrifying glimpse of an artificial
intelligence going rogue. In Stanley Kubrick’s classic film
2001: A Space Odyssey, a spacecraft bound for Jupiter is
hijacked by its onboard computer, an Al named HAL 9000.
HAL discovers that two of the astronauts are planning to
disconnect it due to its having made a crucial mistake. The
Al then proceeds to Kill all but one of the crew members.
HAL justifies the murders as necessary so as not to jeopar-
dize the mission, which is the prime goal of its programming.
Dave Bowman, the surviving astronaut, is trapped outside
the ship in a small pod vehicle. Bowman orders HAL to
open the pod bay doors so that he can reenter the ship. In
a voice that is chillingly calm, HAL replies, “I’'m sorry, Dave.
I’m afraid | can’t do that. | think you know what the problem
is just as well as | do.”™

Eventually, Bowman does manage to reenter the ship
and disconnect the rogue computer—as it pleads with him
to stop. 20017: A Space Odyssey presented a frightening ex-
ample of a flawed, self-aware Al capable of escaping human
control. The idea of Al going rogue and threatening human-
ity became almost a cliché in later movies, including Termi-
nator, Ex Machina, and Avengers: Age of Ultron. In real life,
scientists and Al researchers have long been exploring the
potential danger of Al disobeying commands or pursuing its
own goals. Many of the dire predictions about superintel-
ligent Al are based on these kinds of scenarios.




The Rapid Development of Al
Warnings about Al’'s negative potential go back decades. In 1965
British mathematician I.J. Good, who worked on the first com-
puters, foresaw problems ahead if Al ever surpassed humans in
intelligence. Good observed, “An ultraintelligent machine could
design even better machines; there would then unquestionably
be an ‘intelligence explosion,” and the intelligence of man would
be left far behind. Thus the first ultraintelligent machine is the last
invention that man need ever make.” With Al able to produce
endless improved versions of itself, humankind could not hope to
compete with it or control it. In 1993 science-fiction writer Vernor
Vinge predicted that the creation of superhuman intelligence, far
beyond human capabilities, would occur within thirty years. Vinge
called this event the technological singularity and claimed it would
mark the end of the human era.

By 2016 examples were emerging of how Al could be influ-
enced to go rogue with training that is flawed or even malicious.
Microsoft introduced a chatbot called Tay, which was designed

In the movie Avengers: Age of
Ultron (2015), the Avengers must
step in to stop the villainous

Ultron—a powerful, sentient Al—
from enacting his terrible plans.



to learn from its interactions with people on social media. How-
ever, when some Twitter users realized they could influence the
chatbot’s training, they bombarded it with inappropriate tweets.
As a result, Tay began posting offensive content, including racist
remarks and statements in support of genocide. Microsoft quickly
pulled the chatbot and offered a public apology.

In November 2022 the tech firm OpenAl released ChatGPT,
the first in a series of groundbreaking chatbots designed for prac-
tical use. ChatGPT introduced new levels of efficiency and scale
for Al. The GPT in its name stands for “generative pretrained
transformer.” The Al is trained on large language models made up
of massive amounts of data. It uses machine learning to discern
patterns and statistical models in these datasets, which in turn
enables it to improve its own performance. ChatGPT can create
text or verbal replies by predicting the next word in a sentence. In
this manner it can produce essays, explanations, synopses, and
translations almost instantaneously. Chatbots can also produce
sounds and images, including mash-ups of musical styles, fake
artworks, and deceptive photos and videos. Other types of Al can

Taming Rogue Al with Caring Instincts

Called the “godfather of Al” for his pioneering research, British computer scientist Geoffrey
Hinton has been outspoken for years about rogue Al’s destructive potential. In his view there
is a 10 to 20 percent chance that superintelligent Al could wipe out humankind. In 2023
Hinton made headlines when he quit his longtime job at Google to focus on sounding the
alarm about Al’s threat. He continues to deliver warnings today, insisting that Al leaders are
misguided in their attempts to control the technology.

At an August 2025 Al conference in Las Vegas, Nevada, Hinton questioned how Al
developers could maintain dominance over Al systems once they surpass humans in intel-
ligence. “That’s not going to work,” he says. “They’re going to be much smarter than us.
They’re going to have all sorts of ways to get around that.”

Instead, Hinton says that Al scientists should introduce maternal instincts into ad-
vanced Al, like mothers’ instincts to protect their young. The goal would be Al models that
really care about people and have compassion for humanity. According to Hinton, “The
right model is the only model we have of a more intelligent thing being controlled by a less
intelligent thing, which is a mother being controlled by her baby.”

Quoted in Matt Egan, “The ‘Godfather of AI' Reveals the Only Way Humanity Can Survive Superintelligent Al,” CNN, August
13, 2025. www.cnn.com.




“We are moving . . . to
machine learning systems
that essentially learn by
examples. How can we be
sure that they are learning

be adapted for specific purposes, such as
designing molecules to create new drugs or

coordinating a retail distribution center. the right things from the
Key to Al’'s success is the quality of the right e)_(amples, and that
data it is trained on. Information that is bi-  FRlAAULRLIRGERIEN]

behave in the way that we
want and expect?”®

ased, out of date, riddled with errors, or
even tampered with by malicious actors can
lead an Al model to seemingly go rogue or
produce results that differ from its intended
purpose. For example, in 2014 Amazon created its own Al re-
cruitment software for technical jobs. But gender-biased training
data caused the Al software to favor male candidates over female
ones, and the software project was abandoned. Another problem
is that Al developers tend to prioritize speed over safety. New Al
systems may be released before being thoroughly tested for reli-
able training data. This can lead to an embarrassing fiasco like
Microsoft’s Tay introduction.

—Brian Christian, author and
computer science researcher

The Alignment Problem and Goal Drift

To control Al and prevent undesirable outcomes, experts say that
Al models need to be trained properly by aligning their tasks and
goals with human values. Author Brian Christian, a computer sci-
ence researcher, refers to this issue in the title of his 2021 book,
The Alignment Problem. As Christian explains:

The alignment problem is essentially about how we get ma-
chines to behave in accordance with human norms and hu-
man values. We are moving . . . to machine learning systems
that essentially learn by examples. How can we be sure that
they are learning the right things from the right examples,
and that they will go on to actually behave in the way that we
want and expect? This is a problem which is getting increas-
ingly urgent, as not only are these models becoming more
and more capable, but they are also being more and more
widely deployed throughout many different levels of society.®
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